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ABSTRACT 

Undesirable loudness jumps are a notorious problem in television broadcast. The solution consists in switching to 
loudness-based metering and program normalization. In Europe this development has been led by the EBU P/LOUD 
group, working towards a single target level for loudness normalization applying to all genres of programs. P/LOUD 
found that loudness normalization as specified by ITU-R BS.1770-1 works fairly well for the majority of broadcast 
programs. However, it was realized that wide loudness-range programs were not well-aligned with other programs 
when using ITU-R BS.1770-1 directly, but that adding a measurement-gate provided a simple yet effective solution. 
P/LOUD therefore conducted a formal listening experiment to perform a subjective evaluation of different gate 
parameters. This paper specifies the method of the subjective evaluation and presents the results in term of preferred 
gating parameters. 

 

1. INTRODUCTION 

Loudness control in television broadcast has posed a 
problem for broadcasters and viewers alike for many 
years. Program normalisation practices based on 
measuring the level – rather than the loudness – of the 
program has resulted in loudness jumps occurring both 

between programs and between channels. The extent of 
this problem is now so large that TV viewers expect to 
have to adjust the volume to compensate. Moreover, the 
lack of proper loudness control has enabled a "loudness 
war" between commercials, which have consequently 
become hyper-compressed in order to be as loud as 
possible thus sacrificing good sound quality.  
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This challenge has received much attention in recent 
years, reflected in numerous papers on this subject, for 
instance [1, 2, 3, 4, 5, 6, 7]. When recommendation 
ITU-R BS.1770 in 2006 standardised a simple loudness 
measurement method for broadcast [8], an important 
step towards a practical solution was taken. Various 
broadcast organizations started to develop solutions 
based upon the BS.1770. In Europe this development 
was led by the EBU P/LOUD working group [9]. The 

authors are active members of this group. P/LOUD 
realized that broadcasting is becoming a more and more 
fully-automated process, with few occasions of human 
quality control. The group therefore decided to work 
towards a single target level for loudness normalization 
that would apply to all genres of programs, and that 
could be checked and enforced by automatic procedures 
within media asset management systems at the moment 
of ingest and at other points in the broadcast chain.  

 

Figure 1. Momentary loudness (red) and integrated loudness (yellow) for 'No Country for Old Men' excerpt. 

Figure 2. Momentary loudness (red) and integrated loudness (yellow) for a commercial block. 
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The Leq-type of loudness measurement, specified by 
ITU-R BS.1770, was developed based on loudness-
matching experiments involving a set of short, 
homogeneous sound segments [10]. P/LOUD found that 
loudness normalization based on this method works 
fairly well for the majority of broadcast programs, of 
many different genres. Therefore this open standard 
would be a good foundation for P/LOUD’s intended 
EBU recommendation specifying loudness 
normalization in production, distribution and 
transmission of broadcast programs.  

However, during the P/LOUD research process to 
define the appropriate target level it was realized that 
the integrated loudness, specified by ITU-R BS.1770, 
does not ensure a balanced loudness in all cases. An 
integrated loudness measurement of programs with 
longer passages of (near-)silence, like the movie 'No 
Country for Old Men' [11], turns out relatively low. The 
result is that after loudness normalisation the movie 
dialog will be considerably louder than that of strongly 
compressed programs like typically commercials. 
P/LOUD realised that the risk of commercial blocks 
being played out at lower loudness levels than some 
movies would hardly be accepted by broadcasting 
stations. In other words, the investigations indicated a 
problem adapting ITU-R BS.1770 loudness 
normalization to material like 'No Country for Old 
Men'.  

Let us consider this example in more detail. Figure 1 
shows the measured momentary loudness for an excerpt 
of 'No Country for Old Men', together with the 
integrated loudness level over time. This plot shows that 
the excerpt contains relatively long periods of near-
silence, where just prairie wind and distant noises are 
heard. Therefore the measured integrated loudness of 
the movie is relatively low, compared to a typical 
commercial block, aligned to the same subjective 
loudness (figure 2). 

Several options to solve this problem were considered in 
the P/LOUD group.  

In order to automatically determine "dialnorm" (dialog 
normalization) meta-data, Dolby had developed (and 
patented [12]) an algorithm named Dialog Intelligence 
[13]. This algorithm is capable of recognizing regions of 
speech and only measure loudness of these regions of 
the program. P/LOUD experiments, however, revealed 
that in more than a few cases the algorithm was not 
capable of recognizing speech in the presence of music, 

as commonly used in commercials. Moreover, the 
different use of speech in different genres can generate 
unwanted variation in normalization, even if an 
algorithm could reliably distinguish speech. Since the 
goal of P/LOUD was to define loudness normalization 
of broadcast-ready material – regardless of genre – that 
would not require human intervention, it was decided to 
pursue a different method working independently of the 
signal type (like music, speech, or sound effects).  

Another proposal considered was to introduce a 
"permitted interval of program loudness" instead of a 
single target loudness level [14]. However, P/LOUD 
noted that this proposal would not force sound engineers 
to adjust the loudness of a movie correctly. So the risk 
would remain that some movie might sound 
considerably louder than the adjacent commercial block, 
even when both programs would be inside the permitted 
interval. This proposal was therefore also dismissed. 

2. A GATED, INTEGRATED LOUDNESS 
MEASUREMENT 

The sound of many movies can be considered as 
consisting of foreground sound such as speech or the 
sound of “the action”, and background sound which 
could be environmental noise (e.g. rain or wind) or the 
sound of something happening “in the background”. 
Although these concepts are difficult to define 
rigorously, the preliminary investigations of P/LOUD 
pointed to the need for a measurement of program 
loudness which would exclude some of the background 
sound. It was therefore concluded that a measurement-
gate might be needed in addition to the integrated 
loudness level of ITU-R BS.1770-1 [15], in order to 
pause the measurement when the loudness level drops 
below a certain threshold. Informal tests indicated that 
this strategy could indeed offer a solution.  

Previously, TC Electronic had introduced a loudness 
descriptor, Center of Gravity (CoG), which measures 
the overall loudness of the program of any genre, based 
on BS.1770. The CoG employs an adaptive gate, which 
enables the CoG to be robust against regions of (near-) 
silence in the program without making any rigid 
assumptions about the absolute levels of the material to 
be measured [7]. By employing this gate, the CoG 
essentially ignores regions which are too quiet to be 
considered part of the program. The qualitative 
investigations of P/LOUD showed that although the 
principle of the CoG's measurement gate was beneficial, 
a somewhat more ‘aggressive’ gating would be 
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desirable for the measurement of movies such as 'No 
Country for Old Men'. In other words, not just the 
silence had to be excluded but also (some of) the 
background sound of the program, in order to measure 
the so-called Foreground Loudness [16].  

A commercial typically has a Narrow Loudness Range 
(NLR), while movies are typically Wide Loudness 
Range (WLR) programs. As an objective measure for 
this concept, the Loudness Range (LRA) was introduced 
by TC Electronic [7, 16]. LRA is based upon the 
cumulative loudness level statistics, in combination with 
an adaptive measurement-gate, defining the range 
between 10% and 95% of level distribution as Loudness 
Range. Thus, WLR programs may have a Loudness 
Range of for example 20 LU, whereas the Loudness 
Range of NLR programs is typically less than 5 LU.1 

P/LOUD's qualitative investigation indicated that there 
seemed to be three types of WLR material: 

• WLR(1) type has lots of loud parts and far fewer 
silent parts. This is the familiar ‘blockbuster’ action 
movie like “The Terminator”. The predominant 
loud parts will lead to a relatively high integrated 
loudness level which after normalization means the 
anchor part of the movie may be lower than that of 
a commercial. This seems acceptable because the 
major loudness impression of the movie is 
primarily defined by the action sequences rather 
than the speech. In any way, adding a gate to the 
measurement would not help in aligning anchors of 
both types better because one can only gate out the 
low level parts from the measurement, not the loud 
parts.  

• WLR(2) type is where the proportion of the louder 
parts and the softer parts are in balance. There is a 
proper alignment after loudness normalization – 
even without a measurement gate. We should be 
careful that a gate does not change this balance, the 
gate should therefore not have a too high threshold.  

• WLR(3) type has considerably more silent parts 
than loud parts. To give an impression: since ITU-R 
BS.1770-1 basically specifies an Leq measure, one 
needs to add 50% of silence to a fragment to lower 
the integrated loudness level by 3 dB. WLR(3) is 
the scarcest type of WLR programs. Although 

                                                           
1 LU = 'Loudness Unit', [17]. The LU is equivalent to a 
dB. 

members of the P/LOUD group have put large 
effort into searching for appropriate WLR(3) 
testing material, in less than 25% of the submitted 
fragments a 'medium' gate had more than 2 dB 
influence on the resulting measurement. However, 
as the 'No Country for Old Men' example showed, 
the WLR(3) programs do confront us with a serious 
alignment problem. Subjective alignment of such 
movie against NLR material showed the 
appropriate alignment-gain of the movie to be 4 to 
5 LU lower than determined by an (ungated) 
integrated loudness measurement. 

P/LOUD concluded that adding a qualified 
measurement-gate to the integrated loudness seemed to 
be a simple yet effective solution for measuring the 
program loudness of WLR as well as NLR programs. 

3. DIFFERENT GATING METHODS AND 
PARAMETERS 

In gated, integrated loudness measurements the 
following gating parameters have to be considered and 
defined:  

Gate threshold: This parameter has to be considered as 
the most important one. If the threshold is too high a 
fairly large proportion of the WLR program being 
measured may be gated out, resulting in a too low 
alignment-gain. On the other hand, if the threshold is 
too low the measurement-gate may not fully have the 
desired effect.  

Gate type: We distinguish between three types of gates, 
denoted fixed, relative, and recursive, respectively.  

• With a fixed-threshold gate, the gate threshold has 
a fixed, absolute loudness level (i.e. LKFS value). 
Since the target level is also fixed, there is a fixed 
distance between target level and gate threshold. 
This is the simplest of the gate types. Its main 
disadvantage is that a measurement with fixed gate 
almost never provides the correct normalization 
gain figure because the proportion of a program 
which is gated out varies when the absolute level 
changes.   

• In contrast, the gate threshold in the relative-
threshold gate (a.k.a. dynamic gate or adaptive 
gate) is relative to the ungated, integrated loudness 
level. In effect, the distance between target level 
and gate threshold level is program dependent. A 



Grimm, Skovenborg, and Spikofski  Determining a Gated Loudness Measurement 
 

AES 128th Convention, London, UK, 2010 May 22–25 
Page 5 of 12 

measurement with relative gate is independent of 
the absolute level of the program and therefore 
always provides a correct normalization gain figure, 
regardless of the playback gain.   

• The relative-threshold, recursive gate (so-called 
iterative gate) is the last type considered. The gate 
threshold is now relative to the gated integrated 
loudness level. Because the threshold is specified 
relative to the output of the gated measurement 
itself, this is a recursive definition of a gate. An 
iterative process during the loudness calculation 
makes sure that the distance between gated 
loudness level and gate threshold is kept constant. 
Since the gated loudness measurement will be used 
for determining the normalization gain, after 
processing there is also a fixed distance between 
target level and gate threshold. A measurement 
with recursive gate is independent of the absolute 
level of the audio, similarly to the relative gate 
type. The disadvantage of a recursive gate is a 
higher complexity – both conceptually and 
implementation-wise – compared to the other two 
types.  

Gating block length: The third gate-parameter is the 
gating block length. How long should a silence last 
before it is gated out of the measurement? The block 
length should not be too short because then every short 
breathing pause would be excluded. It also should not 
be too long because that would reduce the effectiveness 
of the gate, which could only be compensated by raising 
the threshold of the gate to quite high levels. One of the 
results from a preliminary experiment on a WLR data 
set showed that a -7 LU / 250 ms relative gate gave 
similar integrated loudness levels as a -6 LU / 500 ms 
and a -4 LU / 1000 ms relative gate. It was decided by 
P/LOUD to select a 400 ms block length for the gating 
types to be investigated in further experiments because 
it seemed to be a good compromise. Moreover, 400 ms 
matches the block length chosen for the “momentary 
loudness” in the EBU Mode loudness meter [18].  

Mid 2009 P/LOUD decided to conduct a listening 
experiment to perform a subjective evaluation of 
different gate parameters, in order to determine a 
measurement gate that would be preferable from 
subjective point of view, yet would not distort the 
loudness measurements of NLR segments for which an 
ungated measurement works well. It was evident the 
fixed gate type had serious, principal disadvantage, but 
preliminary investigations indicated good results with 

both the relative and recursive gate types. Hence 
P/LOUD concluded to ignore the fixed gate type, but to 
include both the relative and recursive types in the test.   

4. DESIGN OF THE (NEW) SUBJECTIVE 
EVALUATION EXPERIMENT 

P/LOUD concluded that subjective testing was required 
to determine the most preferable gate threshold. It was 
realized that neither standardized subjective test 
methods like ITU-R BS.1116 and ITU-R BS.1534 [19] 
nor basic loudness-matching experiments would work. 
The loudness of WLR(3) type material with near-silence 
parts is practically impossible to assess with fragments 
of a short duration. The result would depend entirely on 
the particular selected, edited fragment, rather than on 
the WLR program as such.  

In this context the fundamental question had to be 
answered: how to make the fragment under test 
representative for the full program? P/LOUD performed 
a preliminary experiment in which a number of WLR 
programs were submitted by P/LOUD members. Each 
submitted test material was accompanied by a short 
fragment that was considered as its anchor. However, it 
turned out to be quite difficult for the participants to 
select the anchor parts. Should it be speech, speech with 
background music, dominant foreground sound...? What 
about pure music material? Everyone who participated 
in this experiment seemed to have a different view on 
what the characteristics of a matching anchor were. 

Because P/LOUD could not fully answer the question of 
finding representative anchor parts of the WLR(3) type 
material, it was concluded that loudness-matching 
experiments as used in previous subjective loudness 
research [10, 20] would not be suitable for this purpose. 
In the P/LOUD experiment to test the gating 
parameters, the WLR fragments would need to be long 
enough to ‘naturally’ contain both foreground and 
background sound. 

4.1. Experimental procedure 

P/LOUD concluded to design the following new 
subjective evaluation test. In this test subjects do not 
have to adjust loudness themselves, but instead compare 
a few longer sequences and then indicate which one 
offered the most consistent loudness experience. It was 
decided to emulate a “home television evening”. In the 
end that should be the goal of the designed experiment: 
to obtain a loudness normalization that can provide a 
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nicely levelled television session at home. One 
consequence is that the listening level would 
accordingly have to be relatively low (pink noise -18 
dBFS RMS according to EBU Tech. 3276 [21] aligned 
to 70 dB(C), two speakers). After some discussion it 
was decided to carry out the listening experiments in 
studio environments referring to EBU Tech. 3276, 
mainly to ensure controlled, uniform listening 
conditions. Moreover it was assumed that the selected 
subjects would consist of broadcasting engineers, 
experienced in assessing loudness differences and used 
to attentive listening for longer periods of time.  

The test procedure was designed as double-blind 
experiment – the gating types under test were 
designated anonymously: A, B, C, D. Neither test 
instructor nor test subjects were aware of the 
assignment. The procedure allowed subjects to listen 
solo or in a group. They were asked to assess sequences 
of alternating long (up to 6 minutes) WLR(3) material 
and short (less than 30 seconds) NLR material, all 
normalized using one type of gating. The sequences had 
to be experienced without pauses or fast forward 
actions. Considering for instance 9 test items, this 
means continuously listening for about 20 minutes. 
Afterwards playback was changed to another sequence 
of the same fragments in the same order, but normalized 
using another gate type. This was repeated with the 
other two sequences. 

After the listening session the participants had to rank 
the sequences in their preference order. The primary 
question to the subjects was: "Which of these sequences 
provides you best with an experience in which you find 
no need to adjust the volume?". It was stressed that the 
subject should not evaluate the loudness fluctuations 
within individual fragments, but only of the fragment's 
average loudness in the context of the sequence as a 
whole. As a secondary response, subjects were asked to 
rate all four sequences as either ‘poor', 'appropriate', 
'good', or 'excellent'. If subjects listened in a group, they 
were not allowed to discuss their experiences before 
ranking the sequences individually. In the questionnaire 
space was left to note qualitative statements individually 
and after discussion in the group.  

Next, a second and a third series with other audio 
fragments were run, with breaks in between. Naturally 
the key of gating types was unknown to everyone and 
the order of types was randomized in each session. After 
a run the sequences were first ranked and afterwards the 
sequence key (A, B, C and D) was revealed in order to 

fill out the questionnaire. Since each series of sequences 
lasted for about one and a half hour, the total length of 
the test, including breaks and discussions, was about six 
hours. Although this type of listening test is uncommon, 
it does relate closely to the way professional broadcast 
engineers perform their jobs and we were confident that 
they could perform this task well. 

4.2. Selection of Stimuli and Conditions 

The first thing we had to do was to gather enough 
WLR(3) material as test stimuli. It was decided to use a 
pre-screening procedure by comparing the ungated 
integrated loudness level of a candidate with the -6 LU / 
400 ms relative gated measurement of the same file. As 
0.5 LU was found to be an average difference between 
these two measurements on medium loudness range 
material, and 2 dB was considered as the smallest 
relevant loudness difference, a minimum difference 
between both measurements of 2.5 LU was used as pre-
screening criteria for the stimuli. The pre-screening 
would ensure that the ‘contrast’ in the experiment would 
not be too small, due to the stimuli selection. In total a 
test set of 24 pre-screened WLR(3) fragments were 
compiled. We added a pool of 27 NLR fragments to 
that. This set of fragments was selected to be 
representative in genre, as summarized in table 1. 
 
 Genres / sources of fragments 

Wide Loudness Range 
(WLR) fragments  

drama, documentary, classical 
music, sports  

Narrow Loudness 
Range (NLR) fragments 

commercial, promo, 
announcement  

Table 1. Genre and source of the fragments used as 
stimuli in the main experiment. 

The next step was to establish the conditions under test, 
that is, the gate types and thresholds. Analysis of the 
selected WLR fragments showed that the average 
difference between ungated measurement and -20 LU 
relative gate measurement was smaller than 1 LU. It 
was therefore decided to exclude the ungated 
measurement as a condition, and select -20 LU instead 
because P/LOUD felt this type of 'silence' gate would be 
the minimum specification with respect to the intended 
recommendation. Further analysis showed that the 
difference between -10 LU relative gate and -10 LU 
recursive gate was smaller than 1.5 LU on 85% of the 
fragments, with approximately 2.6 LU difference for the 
remaining 4 items. It was considered as a too small 
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difference to include the -10 LU recursive gate in the 
extensive listening test. Since the 'relative' gate 
algorithm is more efficient than the 'recursive' one, -10 
LU relative was selected for the test. The other 
candidates were -6 LU relative gating and -6 LU 
recursive gating. These two types of measurements did 
show differences larger than 1.5 LU in 50% of the 
fragments, in some cases reaching as much as 9 LU! 
Thus both were included in the test. Higher gate-
thresholds, such as -3 LU, were dismissed as being too 
close to the target level and therefore potentially gating 
out too large amounts of the program. Intermediate 
steps had a too small difference to be noticeable. Thus 
the resulting four gate types to be tested were: -20 
relative, -10 relative, -6 relative and -6 recursive. 

4.3. Gating types and stimuli 

The table 2 shows the overall effect of the 4 different 
gated measurements, relative to the corresponding 
ungated measurement. The average differences (in LU) 
between gated and ungated loudness levels are shown 
for the NLR and WLR fragments under test, as well as 
the maximum and minimum differences for the WLR 
fragments. Recall that these WLR fragments are not 
representative for WLR material in general, because of 
the pre-screening of the WLR fragments under test. 
Keeping in mind that the -20 LU relative gate on 
average only differs from the corresponding ungated 
measurement by less than 1 LU, we shall assume that 
the results of the -20 rel. gate represent the ungated 
condition.  

5. QUALITATIVE ANALYSIS OF THE 
EXPERIMENT 

The main assessment for the subjects to make was to 
ranking of the 4 conditions. Statistical analysis of the 
ranking results is given in section 6. As a secondary 
response we asked for quality-scale ratings to facilitate 
further analysis of the results. Since the subjects were 

performing the test in their own environment, the test 
instructions could only be supplied in written form. 
Although this had the benefit of a larger group of people 
participating in the test, the disadvantage was that not 
all subjects were verbally instructed by the same person. 
As a consequence of this, we found discrepancies 
between subjects in their interpretation of the 4-level 
rating scale to be used for the qualitative ratings. We 
therefore decided to base our main results on the 
rankings only.  

Nevertheless the submitted ratings also provided some 
insight. Most interesting was to view the distribution of 
the rating 'poor'. This rating was given to the -6 relative 
gate by 8% of the subjects and to the -10 relative gate 
also by 8% of the subjects. In contrast the -20 relative 
gate was judged 'poor' by 36% of the subjects and the -6 
recursive gate by 41% of the subjects. The -10 relative 
and -6 relative were rated as ‘good’ or ‘excellent’ by 
69% and 62%, respectively. 

5.1. Comments from test subjects (a 
posteriori) 

Subjects were requested to give general comment on the 
test. This turned out to be very valuable. Also 
discussion that took place during the P/LOUD meeting 
shortly after the test provided valuable additional 
information about how the subjects performed and 
experienced the test. Encouraging was that no 
participant judged the test as too difficult. Surprisingly 
the long duration of the test was not judged as being 
problematic. The contrary, we received notes like 
"Good test in general", "It was a fascinating experience" 
and "Excellent test!". One subject said this type of 
listening test forced him into a “holistic listening” 
attitude that helped focussing on the perspective of the 
test (“a television evening”). Another comment we 
received – more than a few times – was that all four 
sequences were much better aligned in loudness than the 
current reality of television broadcast. This confirms the 
importance of loudness normalisation in general.  

Gating 
method  

Avg. diff. ungated 
NLR fragments 
(LU) 

Avg. diff. ungated 
WLR fragments 
(LU) 

Max. diff. ungated 
WLR fragments 
(LU)  

Min. diff. ungated 
WLR fragments 
(LU)  

-6 rec.  0.2 5.6  11.7  3.2  

-6 rel.  0.2 3.7  7.5  2.6  

-10 rel.  0.0 2.5  5.8  1.1  

-20 rel.  0.0 0.7  2.4  0.0  

Table 2. Average and maximum effect of the 4 measurement-gate types on WLR and NLR fragments. 
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Two categories of qualitative feedback gave very 
interesting extra information about the test results. The 
first was that many people mentioned the classical 
music fragments were relative low in loudness 
compared to speech in WLR or NLR fragments. Many 
subjects that ranked higher gate thresholds like -6 
relative as best overall performer noted an exception for 
classical music that seemed better treated with the -20 
relative gate. Some people marked that classical music 
is different from other genres because the prime element 
can vary from a solo violin to a ‘tutti’ brass section. 
Therefore the loudness of the so-called 'foreground 
sound' that attracts the viewer’s main attention varies in 
classical music much more than for instance in a movie, 
where the foreground sound is mainly speech. Because 
classical music covers only a small percentage of 
television broadcasts most participants were prepared to 
compromise on this point, but the feeling that classical 
music was best served with the lowest gate threshold 
was shared unanimously. 

The second category of interest was people appeared to 
be divided in two almost equal groups, one tending a bit 
more towards higher gate thresholds, the other a bit 
more towards lower gate thresholds. During the 
P/LOUD meeting this was discussed and we found that 
people who were concerned about loudness jumps at the 
moment of transition and/or focussed more on the 
foreground sound tended to select a higher threshold 
(i.e. -6 rel, sometimes even -6 rec) where people that 
focussed more on overall loudness consistency tended 
to prefer the lower threshold (-10 rel, sometimes even -
20 rel). This indicates that subjective taste does have an 
influence on the outcome.  

Two other interesting remarks were given. One is the 
selected acoustical level was judged as a little low – 
some parts of the classical music fragments were almost 
silent with certain sequences. Others, however, 
commented it was the right choice, given the non-
optimal listening conditions in a typical living room 
with limited dynamic range playback. The other remark 
was a few people missed the corresponding video with 
the sound. We had omitted the video for practical 
reasons (download size and authoring time). Some 
perspective effects however were experienced as 
disturbing, and would probably not have been that with 
the related scene on screen.  

5.2. Inconsistent subjects 

The change of the alignment-gain that a gate would 
cause, relative to the ungated measurement of integrated 
loudness, indicates an ordering of the 4 gate types. This 
ordering is determined by the row-order of the 4 gating 
types in table 2: -20 rel. < -10 rel. < -6 rel. < -6 rec., 
corresponding to the how large an effect the gate has. 
This ordering can be used to construct a test of whether 
the response of a given subject is consistent (with itself). 
For instance, if some subject would select the -20 rel. 
gate as first preference, selecting -6 rec. for second 
preference would not be cogently consistent. Based 
upon this criterion, we constructed a list of 'consistent' 
preference rankings, where the 2nd and 3rd preference 
were closer to the 1st than the 4th. We added orders 
where two adjacent options were swapped, especially 
for ranking 3 and 4. What was remaining were 
preference rankings that showed strong jumps in 
alignment gains (table 3). These were classified as 
inconsistent responses.  

Inconsistent responses were found for 9 subjects, all 
from the same 2 test sites. Comments recorded via the 
test instructor at one of these sites, indicated that the 
subjects in question might have misunderstood the task 
and/or the instructions given prior to the experiment. 
Thus, the consistency test provides an objective means 
for checking whether the test subject has understood the 
task at hand – as an addition to the comments provided 
by the test subjects. 
 
1st  2nd  3rd  4th  

-20 rel.  -6 rec.  -6 rel.  -10 rel.  

-6 rec.  -20 rel.  -6 rel.  -10 rel  

-10 rel.  -6 rec.  -20 rel.  -6 rel.  

-10 rel.  -6 rec.  -6 rel.  -20 rel.  

-6 rec.  -10 rel.  -20 rel.  -6 rel.  

-6 rel.  -20 rel.  -6 rec.  -10 rel.  

Table 3. The six inconsistent ranking orders. 
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6. STATISTICAL ANALYSIS OF THE 
RESULTS 

The result of the experiment consisted of the responses 
of a total of 54 subjects from 14 participating broadcast 
stations and labs in Europe. The primary response from 
each subject was a ranking of the 4 conditions in terms 
of subjective preference, as guided by the provided 
instructions. Suppose we name the 4 conditions (i.e., the 
4 gate types) A, B, C, and D. Let us furthermore assume 
that the conditions were sufficiently different such that 
the subject could in fact form a preference without "ties" 
– an assumption which seem to be confirmed by the 
qualitative feedback, see section 5.1. Now suppose one 
subject's response was B, D, A, C, meaning that 
condition B was his first preference, D the second best, 
etc. We could now use "integer scoring" to map this 
response into a sample (3,1,4,2) corresponding to the 
rank of each condition. However, we could not assume 
that the distance - in terms of the subject's preference - 
from 1 to 2 is equal to the distance from 2 to 3, and so 
on. It would therefore not be valid to apply parametric 
statistics such as ANOVA-analysis or any other type of 
normal-distribution based statistical test. Instead, we 
shall consider the responses as belonging to an ordinal 
scale, and thereby make no assumptions of the relative 
distances between the preference-levels [22]. This type 
of data can be analysed using methods of non-
parametric statistics [22].  

Responses from 9 subjects do not fulfil the criteria of 
the “consistency test”, described in section 5.2. The 
consistency test was formulated a priori, that is, before 
the subject responses were analysed. Moreover, the 
consistency criteria are based on objectively measurable 
properties of the individual gate-types. Thus the 
consistency criteria are independent of the statistical 
analysis of the results, presented below. We therefore 
find it reasonable to consider the responses of these 9 
subjects as inconsistent, and we shall regard the analysis 
of the data without the inconsistent responses as our 
main results.  

First we need to test whether the 4 conditions were in 
fact rated differently by the subjects. That is, we want to 
test whether or not the 4 samples could have been drawn 
from the same population. The Friedman test and the 
Kruskal-Wallis test are both non-parametric procedures 
analogous to the analysis of variance [23]. Both these 
tests are based on ranks of the responses. However, the 
Friedman test is a test for the significance of the 
difference among the distributions of dependent 

samples, whereas the Kruskal-Wallis assumes 
independent samples. In our experiment, the 4 samples 
in each observation are clearly not independent because 
they consist of a ranking of the 4 conditions. Therefore 
we shall use the Friedman test.  

The results of the Friedman two-way analysis of 
variance are shown in table 4. The null-hypothesis in 
this test is that there are no significant differences 
between the mean ranks of the 4 conditions, in other 
words, that the variation in the responses for the 4 types 
of gating might as well be coincidental. In the tests we 
shall use 95% confidence interval (alpha=0.05). The 
results show that we can reject the null-hypothesis, both 
for the data set including all responses (p=0.018), and 
for the data set excluding the inconsistent responses 
(p=0.0015) (table 4). That is, we can conclude that the 
different gating types were not all rated as equally 
preferable. Furthermore, note that the p-value is 
considerably lower for the data set excluding 
inconsistent responses, even though 9 observations are 
removed which would normally increase the p-value if 
these 9 responses had been of the same quality as the 
others. 
 

Source  SS df MS  Chi-sq  Prob>Chi-
sq  

Columns  25.62 3  8.541  15.37 0.001524 

Error 199.4 132 1.510   

Total  225  179    

Table 4. Friedman's ANOVA Table (n=45, excluding 
inconsistent responses) 

Now that the Friedman test has shown that the tested 
gate types are not all the same, the next task is to 
perform a test to determine which pairs of gates are 
significantly different, and which are not. For this 
purpose we can use the multiple comparisons procedure 
[23].  

The two figures illustrate the multiple comparisons test 
of the 4 conditions (alpha = 0.05), for all 6 pairs of 
conditions. For each gate type, the dot indicates the 
mean-rank. If the lines for 2 gate types overlap in the 
figure, one is not significantly better than the other. 
Tukey's HSD criterion (a.k.a. Tukey's range test) was 
used in the computation of the critical value.  
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Figure 3: Multiple comparison (n=54, all responses 
included) 

 

Table 5 shows that the -6 and -10 LU relative-threshold 
gates received the best preference ratings, and that the 
difference between these two is not significant. 
Furthermore, the -6 relative-threshold gate is better then 
the worst 2 gates, with statistical significance.  

When considering the statistical significance, in the 
analysis of experiments, it is important to remember that 
the significance – at a given confidence level – depends 
not only on the magnitude of the actual/true differences 
between test conditions, but also on the discriminative 
power of the experiment as such, and on the number of 
subjects participating. 
 

Gating method  Mean rank  Significantly 
better than  

-6 rel.  2.04  -6 rec., -20 rel.  

-10 rel.  2.22  -6 rec. 

-20 rel.  2.77  (none)  

-6 rec.  2.95  (none)  

Table 5. The preference of the 4 gating types. Lower 
mean rank means 'better' preference rating (n = 45, 

alpha = 0.05) 

 

 

Figure 4: Multiple comparison of the 4 gating types (n=45, excluding inconsistent responses) 
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7. CONCLUSION 

Investigations by EBU P/LOUD group indicated: An 
ungated integrated measurement of loudness level, as 
specified by ITU-R BS.1770-1, works well for loudness 
normalisation and alignment for the majority of 
program types, and is an effective solution to the 
problem of too loud commercials and promos. Thus, the 
integrated loudness measure would provide a solid basis 
for the broadcasters' transition from program alignment 
based on level to one based on loudness. However, 
P/LOUD found that ITU-R BS.1770-1 – when used 
directly – is insufficient for loudness normalisation of 
certain types of Wide-Loudness Range (WLR) 
programs, such as movies with a considerable 
proportion of silent background sound. Introducing a 
measurement-gate can solve this problem. Proper choice 
of gating method and parameters is critical for the gate 
to be effective while not ruining "backward 
compatibility" (referring to BS.1770-1) of 
measurements of Narrow Loudness-Range (NLR) 
material. 

A listening experiment was then performed within 
P/LOUD: A loudness-matching experiment of the type 
underlying the ITU-R BS.1770 could not be used 
because the new test needed to include WLR segments 
as stimuli. Therefore we designed a new experimental 
method, involving relatively long "holistic listening". 
Each subject would rank 4 gate types, pre-selected as 
being promising yet noticeably different. Stimuli were 
pre-screened to "exercise" the gates, and to represent 
different genres of WLR material. The test question 
was: "which of these sequences best provides you with 
an experience in which you find no need to adjust the 
volume?" 

Results from the experiment: 54 subjects from 14 
different broadcast stations or labs in Europe; responses 
of 9 subjects were inconsistent and hence excluded. As 
stimuli, random sequences of interleaved subsets of 24 
WLR fragments and 27 NLR fragments were used. 
Gates with -6 LU and -10 LU relative-threshold, 400 ms 
blocks, were rated as best; the difference between these 
two was small, and not statistically significant. The -6 
LU relative-threshold gate rated better than the worst 
two gates, with statistical significance. Preliminary 
reports from related experiments conducted at NHK and 
ARIB in Japan indicate similar results. 

These findings can now provide the basis for P/LOUD’s 
upcoming EBU recommendation R128. 
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